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Figure 1. QoS management for net-centric information 

systems strives to provide a predictable high level of 

mission effectiveness and user satisfaction within 

available resources. 
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ABSTRACT 

Warfighters in today’s asymmetric engagements need 

access to mission-critical information no matter when and 

where it becomes available. Information Management 

Services (IMSs) based on publish-subscribe-query 

services have emerged as an important enabler of tactical 

information dominance in combined tactical and 

enterprise military situations.  IMSs support information 

brokering and dissemination between decoupled 

information producers and consumers, for both future 

(publish-subscribe) and historical (publish-archive-query) 

information. To support operations in dynamic 

environments, IMSs require Quality of Service (QoS) 

capabilities to ensure prioritized delivery of mission-

critical information, to mediate conflicting demands for 

information brokering and dissemination resources in 

constrained situations, and to adapt IMS operations to 

changing missions, roles, and priorities. This paper 

describes a set of QoS management services, QoS Enabled 

Dissemination (QED), that provide policy driven, 

dynamic, aggregate QoS management across the users of 

IMSs. The paper describes the QED prototype 

implementation and experimental results illustrating the 

improvement of QED over a non-QoS enabled IMS 

baseline. 

 

I. INTRODUCTION 

Engagements in today’s asymmetric warfare environment 

are not won by superior firepower alone, but also by agile, 

superior tactics by forces that are information–aware of 

threats in their environment. Today’s combat environment 

is dynamic and data rich, with many sources of tactical 

data that can make the difference between mission success 

and failure. Information management (IM) services 

(IMSs) have emerged as necessary concepts for 

information exchange in net-centric operations [4], [5], 

[6]. In this model, information is actively managed and 

clients communicate with each other via shared services 

such as publication, brokering, archiving, and querying 

[2]. Published information is in the form of typed 

managed information objects (MIOs) consisting of 

payload and XML metadata describing the object and its 

payload. Consumers make requests for future 

(subscription) or past (query) information using predicates 

over metadata MIO types and metadata values, via 

languages such as XPath [8]. This paper describes the 

development of Quality of Service (QoS) capabilities for 

IMSs to support brokering, and dissemination of 

information to achieve a controllable and high level of 

mission effectiveness and user satisfaction within the 

available resources. 

Consider the motivating example in Figure 1. A group of 

tactical users (e.g., a convoy of troops on patrol) is 

traversing an urban area. The troops develop their initial 

route and create subscriptions and queries (collectively 

called requests) for information based on their mission 

and route. The IMS handles the requests by delivering 

relevant information, both historical and real-time, to the 

troops, providing situation awareness (SA) and 

understanding. Relevant historical data may include items 

such as past Improvised Explosive Device (IED) locations 

or ambush sites superimposed on recent or real-time 

imagery snapshots along the route. Real-time information 

may include intelligence, surveillance, and reconnaissance 
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Figure 2. Core information management services. 

 

(ISR) data published by unmanned aerial vehicles 

(UAVs).  

As the troops proceed, published information is delivered 

showing them information along their route, with the QoS 

managed IMS automatically mediating the competing 

demand for service by all users of the IMS. As the 

situation evolves, dynamic events cause urgent changes in 

user needs. When the troops encounter a potential threat, 

they request closer inspection of the area of interest (AOI) 

and, upon confirmation of a high value target or imminent 

threat, publish a request for close air support (CAS). The 

change in role (e.g., to one of target determination) 

changes the priority of the troops’ operations with the IMS 

and the CAS publication is treated as a high priority MIO 

by the IMS. Command and Control (C2) subscribing to 

the CAS MIOs tasks a manned aircraft, providing it the 

target data provided by the CAS MIO. Upon engagement, 

UAVs collect battle damage imagery and publish it via the 

IMS. The information is received by subscribers, 

including C2 and the troops on patrol, who can use it to 

verify the elimination of the threat or target. The user is 

serviced by information operations that provide the 

information he needs no matter who provides it or when it 

becomes available and that are responsive to the priorities 

(and dangers) of the mission.  

We are developing a system of QoS management services, 

called QoS Enabled Dissemination (QED), for 

information management to achieve the vision above. The 

goals of QED are the following: 

 Capture QoS aspects of mission requirements 

 Utilize available resources for mission effectiveness 

 Manage the resources that could become bottlenecks 

 Mediate conflicting demands for resources 

 Dynamically reallocate as conditions change 

This paper describes the QED architecture, design, and 

prototype. We will show an initial set of experimental 

results documenting improvements in control and 

performance over a baseline set of IM services. 

II. THE IM BASELINE SERVICES 

The baseline set of IM services include the following, 

shown in Figure 2: 

 Submission service – Receives MIOs published into 

the IMS. 

 Broker service – Matches published MIOs to 

registered subscriber predicates. 

 Archive service – Inserts MIOs that are marked to be 

persisted into repositories. 

 Query service – Processes client queries (looking up 

query predicates in the repository) and retrieves 

results from the repository. 

 Dissemination service – Disseminates MIOs that 

match registered predicates to the subscribing clients 

and result sets to querying clients. 

 

III. THE QED ARCHITECTURE AND DESIGN 

Providing QoS management in information management 

services is similar in spirit to traditional scheduling 

problems, such as those in operating systems (i.e., the 

scheduling of tasks that use CPU, such as brokering and 

query processing, or tasks that use bandwidth, such as 

dissemination), or flow control problems, such as network 

based flow control (i.e., optimizing the flow of MIOs 

through the information broker), except for the following 

significant differences that make it more challenging: 

• Data size is not uniform. Network routers can assume 

a maximum transmission unit, which is relatively 

small, and sometimes a fixed packet size. In contrast, 

MIOs can differ significantly in size and complexity, 

both in metadata and payload. This makes estimating 

the resource usage (e.g., bandwidth to send and 

memory and disk space to store) and time for 

processing difficult to do a priori. 

• Processing can vary significantly in time. Predicate 

evaluation and query processing are affected by the 

number of predicates and subscribers; predicate 

complexity; and the size and complexity of metadata. 

• The destination of information is unknown when 

information enters the system. There is no opportunity 

for end-to-end QoS management or prioritized 

treatment based on the importance of its destination or 

knowledge of its use. 
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Figure 3. The QED architecture is a layered architecture that provides mission-level QoS administration, aggregate QoS 

management, local QoS management, and enforcement using QoS mechanisms. 

 

• There are two occurrences of fanout. A single 

published MIO can match multiple subscribers and a 

single query can result in many MIOs that need to be 

delivered. This means that the downstream resource 

usage (i.e., during dissemination) of a published MIO 

or a query is extremely difficult to predict and take 

into consideration in upstream management (i.e., 

during submission, brokering, and query processing).  

The QED architecture, shown in Figure 3, is a layered 

architecture, with a QoS administration layer for capturing 

high-level mission inputs; an aggregate QoS management 

layer that manages overall QoS policies, mediates 

conflicting demands for QoS across clients of the IMS, 

and monitors delivered QoS for the overall system; a local 

QoS management layer that enforces policies at individual 

policy enforcement points (PEPs); and a QoS mechanism 

layer containing specific QoS mechanisms used for 

enforcement. The QED layers include the following main 

services and components: 

 The QoS administration interface supports the entry 

and selection of mission-level QoS policies and 

mission information. 

 The information space QoS manager (ISQM) and 

policy management service maintain the set of 

policies, select the policies that pertain to policy 

enforcement points, deconflict policies that overlap, 

and disseminate policies to local QoS managers. 

 Local QoS managers (LQMs) provide QoS 

enforcement at specific points in the system. The 

current QED architecture, design, and prototype 

includes two types of LQMs. The first, the Task 

Management LQM, manages access to the CPU by 

scheduling CPU intensive tasks, such as brokering. 

The second, the Dissemination Service LQM, manages 

access to shared network bandwidth, by prioritizing 

outgoing MIOs based on importance and size. 

 The QoS monitoring service collects statistics on 

resource usage and delivered QoS for feedback into 
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the QoS managers (i.e., ISQM and LQMs) and for 

visualization through the QoS administration 

interface. 

 Mockets [7] provide managed transport, including 

options for reliable, ordered, unreliable, unordered 

delivery, packet replacement, and collecting statistics 

about link and network health. 

 QoS mechanisms include differentiated queues that 

prioritize operations and dissemination tasks; MIO 

shaping that reduces the size of MIOs to reduce the 

amount of bandwidth consumed and match client 

preferences; and partitioned predicates (not shown) 

that group and prioritize registered predicates to 

enable finer grained control over the time to evaluate 

predicates by the brokering service. 

IV. THE QED PROTOTYPE  

We have prototyped initial instances of all the services 

and components mentioned in Section III. This section 

describes the implementation of several of the services 

and components. Others are presented in Section V as part 

of the discussion of a QED demonstration. 

QoS policies in QED. Each QoS policy defines a mapping 

from the IMS context to QoS settings: 

QoS Policy: IMS context  QoS settings  

The IMS context defines the conditions in which the 

policy applies in terms of observable properties of system 

behavior and state. It is described by a function over 

observable properties of the system Resources (R), 

Operations (O), Information (M), and Entities (E). 

IMS context: f(R, O, M, E) 

The current prototype supports properties of resources 

such as queues, memory, and bandwidth; properties on 

publish, subscribe, and query operations such as MIO 

type; properties of information such as the MIO size; and 

properties of entities acting within the system such as 

users, groups, and QED components. Policy contexts can 

be created using any combination of these properties, 

which enables support for multiple levels of granularity.  

QoS settings affect the behavior of QoS management 

components and are defined as the combination of a 

precedence level (v), importance (i), and a set of QoS 

preferences (P). 

QoS settings: (v, i, P) 

The precedence level aids in selecting between conflicting 

policies; higher precedence policies are enforced in favor 

of lower precedence ones. In general, more specific 

policies override more general ones. The importance is a 

mission-level measure of the relative value of an 

operation, type, or client to a mission. This value is used, 

along with other factors such as cost, to prioritize 

processing and dissemination of information. QoS 

preferences define limits and tradeoffs among aspects of 

QoS, such as deadlines for delivering MIOs through the 

IMS and the ranges of MIO shaping allowed.  

Policies are maintained in the Policy Management service. 

When a client creates a sequence
1
, the ISQM looks up the 

set of policies that pertain to the client (or user) and 

sequence (which includes information about the operation, 

MIO type, and other information), reduces it to the 

smallest non-contradictory set of applicable policies, and 

stores the relevant parts of the policy, e.g., the importance 

and QoS preferences, as values in properties on the 

sequence. This serves two purposes: 

 Since the sequence information is visible to the 

LQMs, this serves to distribute the policies without 

additional overhead introduced by QED. 

 Since sequence creation is a relatively infrequent 

operation, not in the mainline of MIO publication and 

processing, this removes policy parsing from the data 

path. Instead, policy is stored in parsed form in very 

efficient property value lookups. 

Client policy objects containing contexts, importance 

values, and client preferences are entered or selected 

through the QoS administration interface and passed to the 

policy management service for storage. In addition, the 

QoS administration provides choices for fairness 

strategies, i.e., overarching policies such as strict (always 

prefer higher importance objects) or weighted fair (don’t 

starve any types or clients), that can be selected by a QoS 

administrator. The ISQM distributes the fairness strategies 

to LQMs using the Java Message System (JMS). 

CPU management in QED. The task management LQM, 

shown in Figure 4, manages CPU intensive operations 

using priority scheduling. When a CPU intensive 

operation is triggered by a client operation (e.g., 

publication which triggers brokering and/or archiving, and 

query or retrieval which triggers database operations), the 

LQM creates a task and enqueues the task in one of 

several bins based on a computed priority. The priority is 

based on the importance of the operation, MIO, and client 

(as specified in policies) and the estimated cost of the 

operation (in terms of CPU time). Task creation, insertion, 

and removal from the bins are constant time operations. 

The number of bins determines the granularity of control, 

i.e., one bin per task would equal a priority queue. The 

                                                      
1
 A client interacts with the information management services 

by creating a sequence. The sequence establishes the exchange 

definition and criteria between the client and the IM server. The 

Common API [3] defines three sequences: PublisherSequence, 

QuerySequence, and SubscriberSequence. 
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Figure 4. QED approach to managing CPU contention 

using priority bins and task scheduling. 

 

 
Figure 5. QED approach to managing bandwidth contention for MIO dissemination. 

 

task management LQM maintains a pool of threads and 

whenever a thread is available, assigns it to the next task 

from the highest priority bin, according to the overall 

fairness policy. If the overall policy is weighted fair, then 

each queue is serviced by a number of threads associated 

with its relative weight. If the overall policy is strict, an 

available thread is always assigned the next task in the 

highest priority bin. The task management LQM supplants 

the core IM submission service shown in Figure 2. 

Bandwidth management in QED. The bandwidth 

management LQM, shown in Figure 5, supplements the 

existing dissemination service shown in Figure 2. When 

an MIO is ready to be disseminated to a set of subscribing 

clients or a set of MIOs are ready to be returned to a 

querying client (as the result of a GetNext retrieval call), 

the dissemination service creates a set of dissemination 

tasks, each corresponding to an MIO to be sent to a client, 

and places each on a queue (i.e., a bin) for its destination 

client based on its priority (i.e., importance and cost). 

When bandwidth is available, the Bandwidth Manager 

selects the next highest priority dissemination task 

(according to the weighted fair or strict policy) and 

calculates the time to send based on the size of the MIO 

and the available bandwidth. The selected dissemination 

task sends the MIO to the destination client using the 

associated mocket, and the 

bandwidth manager waits until 

the bandwidth is available before 

servicing the next dissemination 

task. 

Example of QED operation. To 

evaluate the QED prototype, we 

conducted a demonstration of 

capabilities and a set of 

experiments. The results of the 

experiments are described in the 

next section. Here we will 

describe the demonstration to 

help illustrate the operation, user 

interfaces and monitoring 

capabilities. 

The demonstration is based on a 

time critical targeting scenario, 

starting with a set of publishers and subscribers of the 

following types: 

 uav.imagery, with an image payload (JPG, 42-70 KB) 

 cas.image, with an image payload (JPG, 42-70 KB) 

 patrol_report, with a 10 KB byte array payload 

 uav.tasking, with a 10 KB byte array payload 

 blue force tracking, with a 10 KB byte array payload 

The policies specified five importance levels and seven 

client preferences, shown in Table 1. 

At scenario start, available bandwidth is not limited and 

the rate of publications and number of clients produces 

just over 1 megabits per second (Mbps) of MIOs. The 

demonstration started by forcing a bandwidth limit of 800 

Kbps to show that QED could adapt to the constrained 

bandwidth. It then changed the policy for some users, 

operations, and types to show that the system can adapt to 
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Figure 6. Screenshot of the QED administration 

interface from a demonstration. 

 

changes in client preferences. Finally, the demonstration 

changed the importance of a set of users, operations and 

types, to show that QED could differentiate service 

between important and less important users, operations, 

and MIO types in constrained situations. 

Figure 6 shows a display of the QoS administration 

interface through which policy selection and changes, 

client preferences, importance, and bandwidth availability 

were set. The annotations show the following: 

1. The list of example policies includes policies 

associated with client instances (e.g., AllUAS), 

policies associated with an MIO type (e.g., BFTrack, 

Report), a policy associated with an MIO type and 

operation (i.e., UASImgSub), and a policy associated 

with a user identity and MIO type (i.e., Patrol-1-

Report). This list contains predefined policies that we 

used for the demonstration; the QED administration 

interface provides a page for authoring new policies.  

2. Drop down menus allow a user (e.g., an administrator 

or commander) to set the importance for a policy. 

3. Drop down menus allow a user to set the client 

preferences for a policy from a predefined set 

(described in Table 1). 

4. The user can also choose an overall strategy of strict 

or weighted fair. 

5. The user can choose to enable or disable payload 

shaping, e.g., if CPU is more constrained than 

bandwidth. 

6. The user can set bandwidth limits. This can be used 

strictly for demonstration, or as a configuration tool 

for partitioning shared bandwidth. QED will not allow 

clients and operations to exceed the specified 

bandwidth limitations. 

Figure 7 and Figure 8 show two displays from the QED 

prototype. Figure 7 shows the following: 

1. A line for each MIO type that the client is receiving, 

displaying the type, its source, how many MIOs have 

been dropped, how many have been received, the time 

of the last receipt, and the rate of receipt. 

2. A graph of the receive rate of each MIO type. 

3. The end-to-end latency. The higher importance MIOs 

exhibit lower overall latency and lower variance.  

4. The two image types are relatively lower importance 

and exhibit higher overall latency. In addition, one is 

shaped (scaled) and one is not. The time to run the 

scaling algorithm is visible as approximately 50-100 

ms extra latency. 

5. The received imagery is displayed. This particular 

client has a policy in effect that scales one image, but 

not the other. 

Figure 8 shows the statistics, e.g., resource usage, 

collected by the monitoring service as time series. (1) 

shows the resource name, the timestamp and value of the 

last collection, and the average, standard deviation, and 

trend over a window (10 seconds). (2) Each collected 

metric can be displayed as a graph. 

V.  QED PROTOTYPE PERFORMANCE 

Table 2 shows the performance of the prototype 

demonstration system in situations of CPU and bandwidth 

overload. We induced CPU overload with 40 subscribers, 

each registering a set of predicates, and three publishers 

publishing MIOs as fast as they could, but publishing 

MIOs that would match only one of the subscribers. 

Therefore, the CPU in the baseline IMS (without QED 

features) had to evaluate the full set of predicates, a CPU 

intensive operation, but disseminate very few MIOs, 

therefore using very little bandwidth. 

Table 1. Client preferences used in the QED demo. 

Preference Name MIO shaping Deadline 

Default None None 

NoDrop Unspecified None 

FullImageDrop None 5 seconds 

GeneralSurv Scaling 5 seconds 

FullImageNoDrop None None 

FullImage None Unspecified 

BFTrack Unspecified 15 seconds 
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Figure 8. QED internals monitoring display. 

 

 
Figure 7. QED demonstration display for a receiving client. 

 

We induced bandwidth overload by limiting the available 

bandwidth to 300 Kbps and using three publishers 

publishing MIOs as fast as they could and one subscriber 

matching every MIO. Therefore, each published MIO only 

resulted in evaluating one predicate, but every MIO had to 
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Table 2. Summary of throughput and latency in QED experiments. 

  Throughput (MIOs/second) Latency (seconds) 

Baseline Weighted Fair Strict Baseline Weighted Fair Strict 

CPU 
overload 

Important Type 17.3 33.8 34.9 8.6 3.1 3.0 

Normal Type 17.3 0.5 0 9.0 > 100 NMF 

Bandwidth 
overload 

Important Type 3.9 8.3 NMF > 100 2.4 NMF 

Normal Type 3.8 4.2 NMF > 100 62 NMF 

 

be disseminated to the subscriber. The bandwidth 

limitation forced bandwidth to be the bottleneck. 

The publishers published two different MIO types and we 

compared their performance in the CPU- and bandwidth-

overload situations in a baseline IMS with no QoS 

management [1], QED using a weighted fair policy and 

different priorities for the two types, and QED using a 

strict policy and different priorities. We examined the 

throughput and latency of MIOs through the system. 

The QED prototype exhibits improved control and 

differentiated service. The throughput and latency of 

important types are greatly improved over the baseline. In 

the CPU overload case, QED uses the available resources 

for important information, with control over whether less 

important types get any service (using the weighted fair 

strategy). In the bandwidth overload situation, we not only 

observe improved control, but also improved performance 

associated with using the mockets transport, which is 

higher performance than the Java Messaging Service 

(JMS) used by the baseline. 

VI. SUMMARY 

We are developing QoS enabled dissemination capabilities 

for pub-sub-query IM services. QED provides a multi-

layered approach, providing aggregate QoS management 

over the users of the system competing for resources using 

mission-level importance and preferences to guide QoS 

management decisions. QED provides policy-driven QoS 

based on properties of users, operations, information, and 

resources in the system; monitoring of resource usage and 

delivered QoS; management of CPU and bandwidth 

bottlenecks; and an efficient, controllable transport. 

QED is an ongoing project and design and development is 

ongoing. Initial results are promising in terms of 

operationally-oriented demonstrations and experimental 

results. 
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